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Abstract

We study the problem of inference on marginal distributions, where the scientist infers a
statistical model while marginalizing out any parameters that are not of direct interest. This
problem arises in many forms and is of central importance, for example, to inference procedures
with missing or latent data, local parameters, and empirical Bayes. To solve this problem,
we introduce gradient-based marginal optimization (GMO), a collection of methods based on
stochastic optimization with numerical estimates of the gradient. In doing so, we connect a
number of algorithms in the classical literature. Along with its classical roots, GMO is developed
for modern computation: it scales to handle both massive and streaming data, and it supports
both parallel and asynchronous computing. GMO is available both as an R package using Stan,
and in Edward, a Python library for probabilistic modeling. GMO re-enables the viability of
marginal optimization in a modern computational environment.

Keywords: Bayesian computation, EM algorithm, maximum marginal likelihood, big data,
hierarchical models, mixed effects models, path sampling, Stan, statistical computing

1. Introduction

Inference on marginal distributions is a fundamental problem in statistical computing, both directly
in classical statistics when working with likelihoods that average over missing or latent data, and
in Bayesian statistics when a problem can be formulated in terms of a marginal distribution that is
of much lower dimensionality than the full joint model.

This problem has arisen in the literature in many forms, arguably since the estimation of variance
components by Fisher (1925). Developments include empirical Bayes (Robbins, 1956; Efron and
Morris, 1973), maximum likelihood from incomplete data (Hartley, 1958; Dempster et al., 1977),
restricted maximum likelihood (Patterson and Thompson, 1971), maximum marginal likelihood
(Bock and Aitkin, 1981), penalized marginal likelihood (Swaminathan and Gifford, 1985), type
II maximum likelihood (Berger, 1985; Tipping, 2001), evidence framework (MacKay, 1992), and
marginal maximum a posteriori (Doucet et al., 2002).

We frame the present paper in Bayesian terms, with the goal being to find the vector of hyperpa-
rameters φ that maximizes the marginal posterior density

p(φ|y) =

∫
p(φ, α|y) dα, (1)

integrating over a vector of parameters α and conditioning on data y. In typical applications, α will
be of much higher dimensionality than φ and may even scale with the data, such as in a hierarchical
∗We thank the Stan Development Team for producing and maintaining the software that has enabled the general

implementation of the methods described in this paper, and the U.S. National Science Foundation, Office of Naval
Research, Institute for Education Sciences, and Sloan Foundation for partial support of this work.
†Department of Computer Science, Columbia University, New York.
‡Department of Statistics and Political Science, Columbia University, New York.
§Helsinki Institute of Information Technology HIIT, Department of Computer Science, Aalto University, Espoo,

Finland.



model where the number of local parameters increases with sample size. The general idea is that
p(φ|y) can be reasonably summarized by its (marginal) mode, while the joint mode of p(φ, α|y) will
not have such a clean interpretation.

Mathematically, this problem is identical to maximum marginal likelihood, or penalized maximum
marginal likelihood, in a classical setting in which φ are model parameters of interest and α repre-
sents random effects (Eisenhart, 1947), incidental parameters (Neyman and Scott, 1948), nuisance
parameters (Kalbfleisch and Sprott, 1970), or missing or latent data (Rubin, 1976).

Computational efficiency is key to any marginal approximation algorithm. Classical estimates are
appealing in part because of their convenience, which implies that estimates be computed reasonably
fast. And, from the Bayesian perspective, the motivation for any approximation is for use in
settings where full Bayesian inference (typically, simulation of posterior draws) is too slow to be
practical.

In a modern computational environment there is an “efficient frontier,” trading off the two at-
tributes of algorithms: speed and generality. On one extreme, maximum a posteriori (or maximum
likelihood) with gradient-based optimization is fast and can work well for simple problems, but for
complicated models this simple point estimate gives a poor summary of the posterior distribution
(or, from a non-Bayesian perspective, it can have large bias and variance). At the other end of
complexity, Hamiltonian Monte Carlo (Neal et al., 2011) and Riemannian Monte Carlo can be used
to summarize some very complicated posterior distributions but are currently too slow to be prac-
ticable for large datasets. This presses the need for algorithms along the frontier, which are faster
than full Bayes but more accurate than crude joint optimization.

We seek algorithms satisfying four criteria: general (providing good inferences for a wide variety of
models), scalable (computable in reasonable time as sample size gets larger), automated (requiring
minimal tuning from users, with adaptation performed as much as possible within the procedure),
and stable (converging to the correct solution and with any difficulties being relatively easy to
diagnose). Marginal posterior optimization falls between full Bayesian inference over all parameters
and point estimation over all parameters.

Inspired by classical techniques, and following this desire for tradeoffs in modern computation, we
introduce gradient-based marginal optimization (GMO). GMO is a collection of methods based on
direct optimization of the marginal posterior density, using numerical estimates of the gradient to
perform stochastic optimization (Robbins and Monro, 1951). Stochastic optimization proceeds by
iteratively updating a vector of parameters proportional to an estimate of the exact gradient. The
choice of estimator is crucial: many algorithms within the literature can be connected as choices
of this estimator. Along with its classical roots, GMO is developed for modern computation: it
scales to handle both massive and streaming data, and it enables both parallel and asynchronous
computing.

The present paper proceeds as follows. Section 2 describes the main algorithm. Section 3 restricts
attention to GMO for hierarchical generalized linear models. Section 4 describes extensions to
computational problems such as scaling to massive data, streaming data, and distributed and asyn-
chronous computing. Section 5 describes a number of extensions for related statistical inference
problems, such as Bayesian inference with priors estimated from data. In Section 6 we evaluate our
method on several examples.
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Figure 1: (a) The class of probability models in which we are interested in maximizing the marginal
posterior density p(φ | y). (b) This includes maximizing the marginal likelihood p(y |φ) as a special
case, under an implicit uniform prior on φ.

2. Gradient-based marginal optimization

Let y denote the data, φ denote the hyperparameters, and α denote the parameters or latent
variables which we aim to average over. Figure 1 depicts this class of hierarchical models. Our
primary goal is to find the marginal posterior mode,

arg max
φ

(log p(φ|y)) = arg max
φ

(
log

∫
p(φ, α|y) dα

)
. (2)

If the prior on φ is uniform this is maximum marginal likelihood, otherwise we are maximizing the
penalized marginal likelihood with penalty function log p(φ). Two reasons for supplying such a prior
are to directly include additional information into the model, and as a way to keep point estimates
away from unreasonable boundary values (Chung et al., 2013, 2015).

In a gradient-based optimization, we iteratively update values of φ using the gradient ∇φ log p(φ|y)
evaluated at the previous iterate; that is, at iteration t for t = 1, 2, . . .,

φt+1 = φt + ρt∇φ log p(φt|y). (3)

The value ρt is a sequence of scalars or a sequence of matrices of diagonal, low rank, or even full
rank structure. This dimensionality choice serves as a tradeoff between the statistical efficiency of
the iterative update and the computational efficiency of performing the update. The dimensionality
choice underpins different numerical algorithms: in classical Fisher scoring and Newton’s method,
ρt is a full rank matrix constructed from the inverse Fisher information (Osborne, 1992); in quasi-
Newton methods such as (L)BFGS, the matrix has low rank (Nocedal and Wright, 2006); in gradient
descent, ρt is traditionally scalar-valued, or diagonal in the case of recent adaptive learning rates
(Duchi et al., 2011).

The gradient for marginal optimization is intractable in general, as it involves integration over all
parameters α. Rather than perform optimization with the exact gradient, we perform stochastic
optimization which uses a statistical estimator for the gradient (Robbins and Monro, 1951). To
obtain such an estimator, we apply the path sampling identity (Gelman and Meng, 1998), rewriting
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the gradient as a ratio of expectations:

∇φ log p(φ|y) =
∇φp(φ|y)

p(φ|y)
=

∫
∇φp(φ, α|y) dα∫
p(φ, α|y) dα

=

∫
∇φ log p(φ, α|y)p(φ, α|y) dα∫

p(φ, α|y) dα

=
Eg(α)

[
∇φ log p(φ, α|y)p(φ,α|y)g(α)

]
Eg(α)

[
p(φ,α | y)
g(α)

] . (4)

Here, we introduce a proposal distribution g(α) in preparation for computing these integrals using
importance sampling. Each step of this stochastic gradient algorithm proceeds by sampling from
g(α), forming a simulation-consistent estimate of∇φ log p(φ|y), and adding it to the current estimate
of φ.

The choice of proposal distribution g(α) is left open. For now, consider using the Laplace approxi-
mation, which obtains a normal distribution centered at the conditional mode of the joint density
log p(φ, α|y), for a specified value of φ. By analogy to the potential in statistical physics, also label
U(φ, α) = ∇φ log p(φ, α|y). The basic algorithm goes as follows:

1. Start with an initial value of φ.

2. Loop until convergence of φ:

(a) Compute the conditional mode, α̂ = arg maxα (log p(φ, α|y)) at the current value of φ.

(b) Compute the conditional density’s inverse Hessian, Vα = [∇2
α log p(α, φ|y)]−1, evaluated

at α = α̂.

(c) Approximate the conditional density, p(α|φ, y), by the normal approximation, g(α) =
N(α̂, Vα). This approximation depends on φ but for simplicity we suppress the depen-
dence of α̂ and Vα on φ (and y).

(d) Draw values αs, s = 1, . . . , S, from g(α). For each draw, compute the importance ratio,

rs =
p(φ, αs|y)

g(αs)
.

(e) Approximate the gradient of the marginal distribution,

∇φ log p(φ|y) ≈
∑S

s=1 r
sU(φ, αs)∑S
s=1 r

s
. (5)

(f) Update φ using this estimated gradient

φt+1 = φt + ρt∇φ log p(φt|y).

Gradient-based marginal optimization (GMO) applies to the general class of functions which are
differentiable with respect to its parameters φ. Using alternative approaches to obtain the proposal
distribution, this includes discrete latent variable models and models with improper priors, so long
as the parameters to optimize over form a differentiable marginal density.1 GMO only requires the

1GMO’s application to probability models with discrete latent variables and improper priors is more general than
gradient-based methods that learn the full joint model. For example, hidden Markov models (Baum and Petrie,
1966) cannot be estimated with joint gradient-based inference, as the hidden states are discrete; this is a common
requirement for maximum a posteriori or gradient-based MCMC.
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full joint density log p(φ, α|y) as input. In practice, we calculate unnormalized densities and their
gradients, i.e., p(φ, α|y) ∝ p(φ, α, y) and ∇φ log p(φ|y) ∝ ∇φ log p(φ, y); this makes their calculation
tractable and also speeds up computation by dropping constants. To calculate ∇φ log p(φ, α|y),
we apply automatic differentiation tools from Stan and computational graphs (Stan Development
Team, 2015; Abadi et al., 2016) and also apply automated transformations so that φ is on the
unconstrained scale during optimization. DT: This con-

nects literature on
stochastic versions
of EM

GMO has its roots in the EM algorithm, which alternates between an E-step that computes an
expectation for the marginal density and an M-step that maximizes the density (Dempster et al.,
1977). In general probability models, the E-step is analytically intractable, leading to studies of
stochastic versions of EM (Celeux and Diebolt, 1987; Wei and Tanner, 1990; Delyon et al., 1999).
In analogy to the E and M-steps, GMO iterates between computations on the conditional density
p(α|φ, y) and updated estimates of φ. Stochastic EM methods can be viewed as an extreme case of
GMO in which both steps are run until completion rather than for a short period of time: GMO’s “E-
step” is an approximate rather than exact inference technique, and it is corrected as an importance
sampler; GMO’s “M-step” is not run until completion but rather is a single gradient update. DT: This connects

literature on IS and
pseudo-marginals

GMO’s avoidance of direct sampling from the conditional distribution by sampling from and cor-
recting an approximate distribution has appeared in the EM, missing data, and MCMC literature.
For EM, importance sampling has been proposed as a way to increase the effective sample size for E-
steps calculated with MCMC (Levine and Casella, 2001; Booth and Hobert, 1999). For missing data,
GMO’s stochastic gradient can be interpreted as a weighted form of multiple imputation, in which
the draws from g(α) enable a weighted estimate of the integral (Kong et al., 1994). More recently,
importance weighted estimators have seen renewed interest in the context of pseudo-marginals for
Markov chain Monte Carlo (Beaumont, 2003; Andrieu and Roberts, 2009), in which the unnormal-
ized density of the target distribution is itself intractable; indeed GMO can be viewed as forming a
pseudo-marginal to calculate gradients during optimization. DT: This connects

literature on vari-
ational methods

In the line of variational methods, GMO is similar to automatic differentiation variational infer-
ence (Kucukelbir et al., 2016). Both methods optimize by directly estimating a gradient, and
their algorithms are implemented with reverse-mode automatic differentiation. These automations
avoid much of the complication in EM, which traditionally requires manual derivations for each
model.

The basic algorithm presented above uses the Laplace approximation to form the proposal. Next
we consider alternative approaches that may provide faster convergence.

2.1. Methods for conditional Bayesian inference

In general, the goal of the approximating distribution g(α) is to obtain the highest effective sample
size for a mini-batch of draws αs conditional on φ. This provides efficient stochastic parameter
updates for φ, featuring low variance. There are many choices for obtaining g(α) to do this, which
depends on the problem at hand:

• Laplace approximation (Tierney and Kadane, 1986): The Laplace approximation is a nor-
mal approximation which is centered at the mode of a density, and whose variance is the
inverse Hessian of the log density evaluated at the mode. This optimization yields g(α) =
(N)(α|α̂, Vα) as given in the basic algorithm above. To improve the importance sampling
proposal distribution based on the Laplace approximation the distribution can be scaled, or
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replaced with Student’s t or by split normal approximation (Geweke, 1989).

• Variational inference: Variational methods formulate posterior inference as an optimization
problem (Jordan et al., 1999). In this case, one would typically be aiming to minimize the
divergence KL(g(α) ‖ p(α|φ, y)) among a tractable family of distributions g(α). We expect
this to perform poorly, as this form of divergence measure underestimates uncertainty and
can be catastrophic as a proposal distribution. However, recent approaches using expressive
variational families have been shown to estimate uncertainty well in practice (Ranganath et al.,
2016; Tran et al., 2016b). Alternative divergence measures can also be used such as the χ2

divergence or the inclusive KL(p(α|φ, y) ‖ g(α)), analogous to adaptive importance sampling
(Oh and Berger, 1992) which directly optimizes for effective sample size.

• Expectation propagation (Opper and Winther, 2000; Minka, 2001; Gelman et al., 2014):
Message passing algorithms such as expectation propagation locally approximate factors of
p(α|φ, y), and they are combined at each outer iteration in order to incorporate global in-
formation during the approximation. This enables immediate parallelization based on the
factorization, where the benefits can be massive if the the local computations correspond to
analysis over a partition of the data set.

• Monte Carlo methods (Robert and Casella, 1999): We can more generally use Monte Carlo
methods to directly obtain the desired samples αs for step 2(d). This includes NUTS (Hoffman
and Gelman, 2014) which is an adaptive version of Hamiltonian Monte Carlo, sequential Monte
Carlo to improve the simple importance sampling, Gibbs sampling, and Metropolis-Hastings.
These non-gradient based approaches are particularly relevant in the case when α includes
discrete parameters. DT: This connects

literature on partial
E/M-step versions
of EM
man, these transi-
tions are all really
bad

We do not want to spend too much time at any iteration of GMO. There is a compromise in which
time is spent to obtain a good enough approximation to update φ, and time is spent to update φ
with the approximation that is currently available. Thus we stop the internal approximation early
rather than run to completion.

GMO can be viewed as a sequence of partially completed E and M-steps. A partial E-step was
proposed by Neal and Hinton (1993), and is key to the development of variational methods in
machine learning (we discuss this point and GMO’s relationship in Section 4.1). A partial M-step
was studied by Meng and Rubin (1993) and generalized under data augmentation and parameter
expansion strategies (Meng and Van Dyk, 1997; Liu et al., 1998). Both modifications of the EM
algorithm are necessary in modern computation: classic approaches for the general class of models
considered here typically alternate between a full run of Markov chain Monte Carlo as the E-step
(Gu and Kong, 1998; Casella, 2001) and full numerical optimization as the M-step (Laird et al.,
1987; Jamshidian and Jennrich, 1993; Lange, 1995), both of which can be too expensive. DT: This con-

nects literature on
Laplace/MAP

For example, consider the Laplace approximation of p(α|φ, y) using an iterative optimization method,
and terminate the optimization after one iteration. This choice of GMO reduces to a joint optimiza-
tion where α and φ each take one gradient step per iteration, and it is equivalent to a full Laplace
approximation of p(φ, α|y), which is fast; however, when optimizing over φ, the approximation of
the conditional distribution of α is corrected by the importance ratio.

The stochastic gradients are simulation-consistent estimates of the exact gradient, and thus under
standard assumptions from stochastic approximation theory, GMO is guaranteed to converge to a
stationary point, and GMO also achieves the optimal Cramér-Rao bound on the variance of the
estimator (Robbins and Monro, 1951; Polyak and Juditsky, 1992). Each iteration of GMO has a
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computational complexity of O(SK), where S is the mini-batch size used to draw samples, and K
is the dimension of the parameters φ. The complexity to perform the conditional approximation is
left to be specified, following the outline above. Higher order stochastic gradient methods such as
stochastic (L)BFGS (Byrd et al., 2016) are also applicable.

2.2. Uncertainty estimates

Compared to Bayesian inference, the marginal posterior mode underestimates uncertainty in that it
uses a point estimate to summarize the distribution p(φ|y). Following the same stochastic gradient
techniques, we can obtain cheap uncertainty estimates by estimating the covariance of φ using
the inverse Hessian, [∇2

φ log p(φ|y)]−1, evaluated at the optimized parameters. This appeals to
asymptotic standard errors via the observed Fisher information (Casella and Berger, 2002).

We can directly estimate the Hessian based on an analytic derivation, which expresses it as a function
of estimable quantities. Specifically, the Hessian of the log marginal posterior is

∇φi∇φj log p(φ|y) =
p(φ|y)∇φi∇φjp(φ|y)−∇φjp(φ|y)∇φip(φ|y)

p(φ|y)2

for all i, j which index φ. The expressions p(φ|y), ∇φjp(φ|y), and ∇φi∇φjp(φ|y) for all i, j are
sufficient to form the elements of the Hessian. Monte Carlo estimates of these statistics are based
on the following equations:

p(φ|y) = Eg(α)
[p(φ, α|y)

g(α)

]
∇φjp(φ|y) = Eg(α)

[
∇φj log p(φ, α|y)

p(φ, α|y)

g(α)

]
∇φi∇φjp(φ|y) = Eg(α)

[ (
∇φi∇φj log p(φ, α|y) +∇φj log p(φ, α|y)∇φi log p(φ, α|y)

) p(φ, α|y)

g(α)

]
.

See Appendix B for derivation. We evaluate this Hessian at the mode, φ̂ = arg max p(φ|y), to form
V̂φ = Hij(φ̂)−1. Together with the marginal posterior mode, this forms a normal approximation of
the marginal posterior density.

This approach directly estimates the asymptotic covariance. In classic literature, stochastic gradi-
ents were not considered as both automatic differentiation and statistical gradient estimators were
not commonplace. Instead, the estimand is reformulated according to the missing information prin-
ciple (Orchard et al., 1972), and whose estimation is restricted to exponential families and numerical
methods (Louis, 1982; Meng and Rubin, 1991).

3. Gradient-based marginal optimization for hierarchical generalized linear mod-
els

We developed GMO for the general class of probability models which admit gradients for the param-
eters of interest. In this section, we restrict attention to the class of hierarchical generalized linear
models. In doing so, we also connect GMO to classical algorithms in the literature, namely, itera-
tively reweighted least squares, quasi-likelihoods, quadrature methods, and integration techniques
following experimental design.
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We start with deriving an algorithm for linear mixed effects models, which deserves special attention.
Then we proceed more generally to hierarchical GLMs.

3.1. Linear mixed effects models
DT: This connects

literature on IRLS,
ANOVA

In several cases the expectation for calculating gradients in GMO is analytically tractable, leading
to a deterministic gradient-based optimization. The linear mixed effects model (Harville, 1977;
Laird and Ware, 1982) is one such example.2 Suppose the data consists of a n × (p + q) design
matrix—partitioned into a n× p matrix X and n× q matrix Z—and paired with an n-dimensional
response vector y. The linear mixed effects model is

Y|B = b,β, σ2 ∼ N (Xβ + Zb, σ2I), (6)
B|θ ∼ N (0,Σθ), (7)

where β is a p-dimensional parameter vector (known as “fixed effects”), B is a q-dimensional vector
of “random effects” whose value we are fixing at b, and the normal distribution on B has covariance
matrix Σθ parameterized as Σθ = σ2ΛθΛ>θ . The q×q matrix Λθ is known as the “relative covariance
factor” with “variance component” parameter θ, and σ2 is the same parameter as in the likelihood.3

(Implicitly, there is a uniform prior on (θ,β, σ2).)

The parameters of the model are the coefficients β, the residual variance parameter σ2, and the
variance components θ. The conditional density p(B|θ,β, σ2,y) can be computed exactly as it is a
normal density. This implies that when marginalizing out the random effects B, the integrand is a
product of normal densities. The marginal posterior density is analytic up to proportion:

log p(θ,β, σ2 |y) ∝ log p(y |θ,β, σ2) = logN (y |Xβ,W),

with n × n covariance matrix W = σ2I + ZΣθZ>. This analytic density enables deterministic
gradient-based optimization.

To connect to classic algorithms, consider first estimating β with the Fisher scoring algorithm, which
iteratively updates the previous value βt with the inverse Fisher information times the gradient
evaluated at βt. This uses the first and second-order gradients,

∇β log p(θ,β, σ2 |y) = X>W−1(y −Xβ),

∇2
β log p(β |y,θ,β, σ2) = −X>W−1X.

Then the iterative algorithm proceeds as follows:

βt+1 = βt + (X>W−1X)−1X>W−1(y −Xβt),

= (X>W−1X)−1X>W−1(Xβt + y −Xβt),

= (X>W−1X)−1X>W−1y.

This computation is equivalent to solving the normal equations of a weighted linear regression.
Further, only one iteration of Fisher scoring is necessary because the terms with respect to B are

2 Other examples include Gaussian process regression and auto-regressive models such as linear dynamical systems
with a normal prior on the hidden states.

3 For simplicity, we omit an optional vector of known prior offset terms o and a diagonal matrix of known prior
weights W in the likelihood, Y|B = b ∼ N (Xβ + Zb+ o, σ2W−1). GMO also applies to this scenario.
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quadratic (that is, the third-order gradient is zero). Therefore one gradient step solves it exactly.
A similar calculation can be used to obtain a closed form solution of σ2 (see Appendix C).

Both calculations for β and σ2 are conditional on θ, i.e., they are functions β = β(θ), σ2 = σ2(θ),
whose optimal is β̂ = β(θ̂), σ̂2 = σ2(θ̂). We can also perform gradient-based optimization with
respect to θ, where each update is conditional on the values of β and σ2. These three parameter
updates are cycled until convergence.

On subsequent iterations of Fisher scoring, only the weighting matrix W changes as it is a function
of θ. Therefore this coordinate-wise algorithm reduces to iteratively reweighted least squares (IRLS)
for estimating β and σ2, and with a chosen optimization method for θ. This comes from the classic
result that for models with a linear predictor, the Fisher scoring algorithm is equivalent to IRLS
(Green, 1984; Stirling, 1984).

IRLS is one case of GMO. This brings up the question of computation. The number n of data
points is presumed larger than the dimensions p and q of the fixed and random effects respectively;
p is also typically larger than q. Therefore the computational complexity of IRLS is O(np2), where
it is bottlenecked by the matrix multiplication of XX> (see Appendix C). This is too expensive for
large covariate settings and/or dense matrices. Gradients are in ap-

pendix but messy;
not sure how to
present

For such settings, we can consider a first-order gradient ascent to iteratively update θ, β, and
σ2,

θt+1 = θt + ρt∇θ log p(θt,βt,σ
2
t |y),

βt+1 = βt + ρtX
>W−1(y −Xβt),

σ2t+1 = σ2t + ρt∇σ2 log p(θt,βt,σ
2
t |y),

¶ where ρt is of low rank (achieving (L)BFGS) or diagonal or scalar (achieving gradient descent).
The latter enables a computational complexity of only O(npq) per iteration, and storage complexity
of O(). In Section 4.1, we describe a data subsampling procedure which avoids any scaling with n,
thus enabling large-scale estimation in linear mixed models.

As a demonstration, we analyze three versions of GMO: IRLS, gradient descent, and gradient descent
with data subsampling. We simulate n = 200 data points without any covariates, each of which
belong to one of 10 groups (random effects), with three parameters: the fixed effects of the intercept
β = 1, residual variance σ = 2, and variance component θ = 2. We fit the model using NUTS in
Stan and consider its simulations as the true posterior means and standard deviations. We plot
the runtime until convergence on the y-axis and vary over the data set size (n or p or q?) on the
x-axis.

3.2. Hierarchical generalized linear models
DT: This connects

literature on quasi-
likelihoods, quadra-
ture methods, and
experimental design

Recall that an exponential family has the form

p(y) = h(y) exp
(
η>T (y)− a(η)

)
,

where h is the base measure, η are the natural parameters, T are the sufficient statistics, and a is
the log-normalizer (Brown, 1986). A hierarchical generalized linear model (Lee and Nelder, 1996) is
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x-axis | vary sample size n
y-axis | runtime

legend | IRLS, gradient descent, gradient descent with data subsampling

x-axis | vary number of predictors p
y-axis | runtime

legend | IRLS, gradient descent, gradient descent with data subsampling

x-axis | vary number of groups q
y-axis | runtime

legend | IRLS, gradient descent, gradient descent with data subsampling

Figure 2: Runtime of three different versions of GMO, varying over (a) the sample size n, (b) the
number of predictors p, and (c) the number of groups q. Each method is exact and achieves the
same estimates and marginal mode.

specified by a likelihood and prior of the form

y |X,α ∼ h(y) exp
(
α>T (y)− a(η)

)
,

α ∼ p(α | θ).

The natural parameters α satisfy E[y |X,α] = g−1(η), where η = Xβ+ v(α) is the linear predictor,
g is a link function which maps from the support of the natural parameters to the real line, and v
is a strictly monotonic function of α.

The hierarchical GLM involves prior hyperparameters θ and linear predictor coefficients β, with α
marginalized out. In the language of mixed effects models, α are random effects and φ comprise
of fixed effects and hyperparameters of the random effects. Mixed effects models typically fix v as
the identity and α as a normal distribution centered at zero, so that the hyperparameters of the
random effects correspond to variance components (McCullagh and Nelder, 1989). We may also be
interested in placing prior distributions on the fixed effects or the hyperparameters (Lee and Nelder,
2006).

For example, consider longitudinal or nested data with binary response yij ∈ {0, 1} for each subject
(cluster) i = 1, . . . , q and j = 1, . . . , ni, and with fixed effects covariates xij and random effects
covariates zij . A typical model for this is the mixed effects logistic regression,

yij |X,Z, α ∼ Bern(y |πij),

log
( πij

1− πij

)
= ηij = x>ijβ + zijαi,

α ∼ N (α | 0,Σθ),

where the random effects αi vary per subject (cluster). This corresponds to a hierarchical GLM
with Bernoulli likelihood and logit link function, normal prior, and constant v(α) = Zα. somehow connect

to Section 4.1As the gradient is intractable, traditional methods use heuristics to obtain deterministic gradients
in closed form, resulting in an approximation to the marginal mode. These methods can be broadly
classified into two approaches for an approximate GMO: 1. the distribution g(α) is chosen, and
assumed to be exactly equal to the conditional density, such that the integration has an analytic
form (we also motivate this in Section 4.1); 2. the gradient is directly approximated with numerical
integration methods.
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Figure 3: (a) The general decomposition of local-global parameters, in which we aim to infer
φ = ({φn}, φg) while marginalizing out α = ({αn}, αg). (b) This includes the typical case in which
α represents all local parameters and φ represents all global parameters.

Consider the first approach. Motivated by deterministic gradients in linear mixed models, a linear
Taylor approximation of the inverse link function g−1 leads to the quasi-likelihood (Breslow and
Clayton, 1993). Similarly, a quadratic (or higher order) Taylor approximation of the joint density
leads to Laplace methods (Tierney and Kadane, 1986; Raudenbush et al., 2000). The asymptotic
bias of these approaches can be substantial if the variance components are not small or if the model
depends highly non-linearly on the regression parameters (Kuk, 1995).

Integration methods approximate the integral based on a Riemann sum evaluated over select points.
This includes Gauss-Hermite quadrature (Naylor and Smith, 1982) and its adaptive versions (Pin-
heiro and Bates, 1995), as well as design-inspired methods such as integration with the central
composite design (Rue et al., 2009). While these approaches avoid the Gaussian assumptions from
above, the number of points they require for integration is too large in high dimensions. That is,
the naive Gauss-Hermite quadrature requires a number of grid points which scales exponentially
with the dimension of the local parameters, and versions which learn weights and where to place
the points are impractical for larger than, e.g., a dozen local parameters.

¶ This literature strayed from stochastic approaches to estimate the gradient of the marginal den-
sity, which at the time was considered too expensive as computational hardware and Monte Carlo
methods were not mature (see, e.g., Browne and Draper (2006) for more details). We provide
experiments comparing these approaches in Section 6.

4. Computational extensions

In this section, we explain computational extensions, scaling GMO to both massive and streaming
data, and parallelizing GMO with both synchronous and asynchronous implementations.

4.1. Scaling GMO to massive data

In massive data settings, GMO is bottlenecked by calculation of the joint density on the full data set.
To scale to massive data, we perform data subsampling and take advantage of local-global parameter
decompositions. Local-global parameter decompositions are crucial, as only a fixed number of
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parameters need to be updated at each iteration of the optimization and whose number does not
grow with the size of the data set.

The distinction between local and global parameters is determined by the conditional dependencies
in the probability model. Typically, marginal optimization in a hierarchical model consists of
inferring all global parameters while marginalizing out all local parameters. This is the specification
of the probability model

p(y, α, φ) =
( N∏
n=1

p(yn, αn |φ)
)
p(φ),

where αn are local parameters, i.e., parameters that only the likelihood of yn depends on, and φ are
global parameters, i.e., parameters that the likelihood of many data points yn depend on.

Most generally, we may be interested in inferring a combination of local-global parameters while
marginalizing out other local-global parameters. This is the specification of the probability model

p(y, α, φ) =
( N∏
n=1

p(yn, αn, φn |αg, φg)
)
p(αg, φg),

where both αn and φn are local parameters, αg and φg are global parameters, and α and φ are
the collections of parameters ({αn}, αg) and ({φn}, φg) respectively. Figure 3 depicts these two
parameter decompositions.

Importantly, these parameter decompositions imply that the gradient of the log density can be
unbiasedly estimated with

∇φ log p(y, α, φ) ≈ N

M

( M∑
m=1

∇φ log p(ym, αm, φm |αg, φg)
)

+∇φ log p(αg, φg) (8)

for an i.i.d subsample of data {ym} of fixed sizeM . This unbiased estimate enables a computational
and memory cost that is proportional to the size of the data subsample and no longer the size of
the full data set.

With this unbiased estimate, the local-global parameter decomposition provides two additional
savings. The first saving comes into inferring the conditional distribution p(α |φ, y), as we only
need to infer the subset of parameters relevant to the data subsample. That is, the approximating
distribution g(α) need only approximate p({αm}, αg |φ, {ym}), as these are the parameters imputed
for the stochastic gradients. The second saving is that any local parameters φm are only updated
when its corresponding data point is in the data subsample: each gradient term in the summation
with respect to some φi is zero if φi 6∈ {φm, φg}.

While the gradient can be unbiasedly estimated, a difficulty arises in unbiasedly estimating p(y, α, φ)
which appears in the importance ratio (see Equation 5). Unlike the log density which decomposes
as a summation over data points, the density is a product over data points. This is the core problem
behind scaling Markov chain Monte Carlo methods. Recent methods are also applicable for scaling
GMO, although it is unclear which recent methods are most successful for generalizing to many
probability models; see Bardenet et al. (2015) for a review.

We resort to an approximate GMO for scaling to massive data, in which we drop the importance
ratio and suppose samples from g(α) are correctly drawn from the conditional distribution p(α |φ, y).
This is true in the case of consistent samplers such as Markov chain Monte Carlo and sequential
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Monte Carlo but may often not be the case in practice, as MCMC methods to obtain samples from
p(α |φ, y) again face the difficulty of scaling to massive data. DT: This connects

literature on Varia-
tional EM

The approximation can be motivated by applying the variational principle (Hinton and Van Camp,
1993; Waterhouse et al., 1996; Jordan et al., 1999). Specifically, a lower bound on log p(φ, y) is

log p(φ, y) ≥ Eg(α)[log p(φ, α, y)] + H[g(α)],

where H denotes the entropy of the distribution. (See Appendix D for the derivation.) The gradient
of this lower bound with respect to φ is the same as simply dropping the importance ratio, and
hence the approximate marginal mode from optimization can be interpreted as a lower bound on
the true mode. This is analogous to a derivation of the “evidence lower bound” in variational EM;
one difference is that the lower bound is used only for gradients to update φ, and g(α) is learned
from a general method (including both variational EM and contrastive divergence (Hinton, 2002)
as a special case).

In the loop of optimization, the algorithm is modified as follows: move streaming

1. Draw a subsample of data, or obtain the next stream of data, {ym}.

2. If fixed data, perform an approximation g({αm}, αg) ≈ p({αm}, αg |φ, {ym}). If streaming
data, perform an approximation g({αm}, αg) ≈ p({αm}, αg |φ,M1, . . . ,Mk, {ym}).

3. If fixed data, use the stochastic gradient from the data subsample

U(φ, α) =
N

M

( M∑
m=1

∇φ log p(ym, αm, φm |αg, φg)
)

+∇φ log p(αg, φg).

If streaming data, use the gradient from the data stream

U(φ, α) =
( M∑
m=1

∇φ log p(ym, αm, φm |αg, φg)
)

+∇φ log p(αg, φg).

4. Sample αs from g(α), for s = 1, . . . , S.

5. Calculate the stochastic gradient

∇φ log p(y, φ) ≈ Eg(α)[∇φ log p(φ, α | {ym})] ≈
S∑
s=1

U(φ, αs).

6. Update φ using this estimated gradient

φt+1 = φt + ρt∇φ log p(y, φt).

This approximation leads to better fits than traditional approximations based on Gaussian assump-
tions or numerical integration, as explained in Section 3.2, and it scales to massive data sets leading
to significantly faster convergence. In the setting of dependent data, data subsampling is non-trivial
but we can apply recent strategies arising from the bootstrap (Owen et al., 2012).
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4.2. Scaling GMO to streaming data

In streaming data, or “online” inference, the above procedure does not apply. The size of the data
N for Equation 8 may be unknown, or conceptually the size of the data may be truly infinite and at
any time in which we query φ from the online algorithm, the resulting parameters are from having
processed as many data points up to that time.

To address this, we take the route of Bayesian filtering, inspired by particle filters in sequential
Monte Carlo methods (Doucet et al., 2000). For a new data streamMk+1, the posterior is recursively
estimated as

p(θ |M1, . . . ,Mk,Mk+1) ∝
(Mk+1∏
m=1

p(ym | θ)
)
p(θ |M1, . . . ,Mk),

in which the previous posterior distribution p(θ |M1, . . . ,Mk) is newly set as the prior. If the
estimation is exact, then the recursive posterior after K data streams is the same as having inferred
the posterior from all K data streams jointly. In the context of GMO, for a new data stream {ym},
the posterior is recursively approximated as

p({αm}, αg |φ,M1, . . . ,Mk, {ym}) ∝
( M∏
m=1

p(ym, αm, φm |αg, φg)
)
g(αg)p(φ),

where the previous approximate posterior g(αg) is newly set as the prior p(αg |φ). Note the local
parameters from the previous approximate posterior are no longer used, as each data stream uses
different local parameters.

As with subsampling in a fixed but possibly massive data set, the computational and memory costs
are proportional to the size of the stream and no longer the full data. Recursive estimation has
the advantage that it does not require knowing the size of the data a priori, but it must make
approximations which propagate error recursively, without the advantage of an approximation over
the full data.

Streaming data for marginal optimization has only been studied in the setting of an MCMC EM
algorithm for state space models (Cappé, 2011), and has also recently arisen for variational inference
(Broderick et al., 2013). Classic approaches consider sufficient statistic updating, which is limited to
particular classes of exponential family models (Neal and Hinton, 1993; Cappé and Moulines, 2009).
To our best knowledge, generalizing streaming to this form, scaling to massive data sets beyond the
online approach, and the distinction of local and global parameters have not been considered in the
marginal optimization literature.

4.3. Parallel and asynchronous GMO

Two of the biggest changes over the past decade have been rich hardware architectures and en-
gineering infrastructures. These tools offer computational gains for large inference problems by
splitting the computation into pieces, enabling parallelism within a machine by multithreading and
across machines by message passing. We explain two extensions: a parallelized GMO, in which
the algorithm uses a synchronous communication pattern that divides and aggregates work, and an
asynchronous GMO, in which work is divided and completed independently of any other work.

Following frameworks originally proposed for training neural networks (Dean et al., 2012; Ahmed
et al., 2012), we considerK+1 processing units: one central processor that maintains the parameters
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and K worker units in which the main computation is divided. The central processor typically
consists of multiple servers, in which the parameters are distributed depending on the model’s
architecture. This central processor is known as the parameter server.

In a parallel implementation, each worker receives the same set of parameters from the parameter
server, performs computation simultaneously, and the outputs are aggregated in order to update the
parameters within the parameter server. In an asynchronous implementation, each worker receives
the set of parameters from the parameter server at the time it requests them, performs computation,
and sends the output to the parameter server immediately after it finishes.

There are advantages to both synchronous and asynchronous implementations. Asynchronous com-
munication makes the algorithm invulnerable to nonuniform performance distributions, i.e. workers
that might happen to be slow at any given time during the iterative updates. Synchronous com-
munication avoids the problem that workers send back gradients to the parameter server that are
computed with respect to old parameters. When a model is trained asynchronously withW workers,
each update will be W −1 steps old on average, ruining statistical efficiency for very large W .

In the initialization step, the parameters of the model are initialized and distributed to the parameter
server. In the loop of optimization, after doing some form of conditional inference to obtain g(α),
the algorithm is modified as follows:

• For each worker w = 1, . . . ,W ,

– Fetch the current parameter estimates φ∗ from the parameter server.

– Draw values αs, s = 1, . . . , S, from g(α). For each draw, compute the importance ratio,

rs =
p(φ∗, α

s|y)

g(αs)
.

– Calculate the statistics ηw =
∑S

s=1 r
sU(φ∗, α

s), δw =
∑S

s=1 r
s.

– If parallel, wait until others finish and aggregate the individual worker statistics in order
to update φ on the parameter server,

φt+1 = φ∗ + ρt

∑W
w=1 η

w∑W
w=1 δ

w
.

If asynchronous, update φ on the parameter server with the currently available statistics,

φt+1 = φ∗ + ρt
ηw

δw
.

Note that we have not described distributing mini-batch data across computations for massive data
or streaming data. These steps can integrated above. That is, for approximate GMO we add a
step in which each worker fetches a mini-batch of data, and needs only calculate the statistics ηw.
Similarly, we can let the conditional inference be computed in a distributed fashion.

5. Statistical extensions

In this section, we explain statistical extensions, which apply GMO to a number of related statistical
inference problems.
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5.1. Estimating the marginal likelihood
DT: This connects
literature on ARD
and normalizing
constants

Estimating the marginal likelihood log p(y|φ) is important for many applications. First, it is of
interest as a normalizing constant such as for free energy estimation in physics or chemistry; see,
e.g., Ciccotti and Ryckaert (1986). Second, it is core to the evidence framework (MacKay, 1992),
where the marginal likelihood is argued to embody an Occam’s razor, termed the “model evidence”.4

Third, it is applied for calculating Bayes factors (Raftery, 1995), where a ratio of normalizing
constants is of interest.

The evaluation is obtained automatically during GMO. That is, we can use the importance ratios
not to calculate stochastic gradients but to estimate the marginal likelihood. Assuming a flat prior
on φ,

log p(y|φ) ≈ 1

S

S∑
s=1

p(φ, αs|y)

g(αs)
,

which uses importance ratios that are already calculated during marginal optimization. In practice,
we use this calculation as part of GMO’s convergence diagnostic, where tolerance of changes is
assessed on three different spaces: the parameters, the function values, and the gradient values.
With a proper prior p(φ), we only evaluate the marginal posterior density up to proportion.

5.2. Fully restricted marginal optimization
DT: This connects
literature on re-
stricted maximum
likelihood

In marginal optimization, we jointly estimate φ while marginalizing out α. Ideally, the estimation
of each parameter φi should incorporate the loss in degrees of freedom from estimating the other
unknown parameters φ−i. This is important for example during variance component estimation in
linear mixed models when jointly estimating fixed effects, and the number of fixed effects is large
relative to the number of data points. Restricted maximum likelihood approaches (Patterson and
Thompson, 1971) effectively account for these degrees in freedom.

We consider a fully restricted marginal optimization in the general setup. Let φ−i denote the set of
parameters not including φi. For each φi, we aim to calculate

arg max
φi

log p(φi | y) = arg max
φi

(
log

∫∫
p(φ, α|y) dα dφ−i

)
.

We solve the outer integral by assuming φ−i is multivariate normal as a function of φi (analogous to
profile likelihoods), and we solve the inner integral using GMO’s typical formulation. This enables
an analytic density marginalizing out φ−i and ultimately makes few changes to the overall algorithm.
Let φ̂−i(φi) be the mode of p(φ|y) with φi held fixed. Then

p(φ|y) ≈ g(φ) = p(φ̂−i(φi), φi | y) exp
{
− 1

2
(φ−i − φ̂−i(φi))>Vφ−i

(φi)
−1(φ−i − φ̂−i(φi))

}
,

where Vφ−i
(φi) = ∇2

φ−i
log p(φ|y)|

φ−i=φ̂−i(φi)
. Then the following forms an approximation to p(φi | y): DT: This follows

Andrew’s deriva-
tion in the tech
report; I’m not
actually sure why
that |V |1/2 should
appear.

g(φi) =

∫
g(φ) dφ−i = |Vφ−i

(φi)|1/2p(φ̂−i(φi), φi | y).

4 Evaluating the model evidence is referred to as the third level of inference after first inferring the parameters α
given φ and second inferring φ. GMO can be interpreted as simultaneously solving all three levels.
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Using g(φi) as a proxy for the fully marginal density p(φi|y), we proceed with stochastic gradients
to enable marginalization over α:

∇φi log g(φi) ≈ ∇φi log |Vφ−i
(φi)|1/2 +

∑S
s=1 r

sU(φi, φ̂−i, α
s)∑S

s=1 r
s

,

rs =
p(φi, φ̂−i, α

s|y)

g(αs)
, U(φi, φ̂−i, α) = ∇φi log p(φi, φ̂−i(φi), α|y).

Ultimately, the only change to GMO’s algorithm is that after each update of φi, the variance
Vφi is re-estimated, and the subsequent stochastic gradients during the reverse-mode automatic
differentiation. This generalizes the procedure of restricted maximum likelihood for estimating
variance components in linear mixed models, in which case the approximation is exact as the
individual posteriors p(φi | y) for fixed effects are normal. (See Appendix F for how to calculate
∇φiφ−i(φi) terms.)

5.3. Bayesian inference with priors estimated from data
DT: This connects
literature on empir-
ical Bayes

In hierarchical modeling, one must often specify hyperparameters φ of a parametric family forming
the prior distribution, p(α |φ). There may be little intuition or prior knowledge to specify them, or
indeed the prior has no form and φ determines its nonparametric distribution. While they can be
inferred in a full Bayesian setup, this may not be feasible computationally, or we may motivated by
a different framework such as James-Stein estimation (James and Stein, 1961). We are interested
in inferring the posterior p(α | y, φ) with priors estimated from data, commonly known as empirical
Bayes (Morris, 1983; Berger, 1982; Casella, 2001).

Empirical Bayes typically follows a two-stage procedure: 1. perform marginal optimization to obtain
φ̂; 2. perform posterior inference on p(α | y, φ̂). GMO directly solves the first stage but can be
leveraged for solving both stages simultaneously. If the conditional inference method is performed
exactly with MCMC, the stochastic gradient updates can be thought of as a Markov transition
operator, and GMO forms a Markov chain Monte Carlo method. Specifically, let T (φt, α) denote
the stochastic gradient update to form the new iterate φt+1. In the inner loop of the algorithm,

1. Simulate α ∼ p(α | y, φt) according to the MCMC method.

2. Transition φt+1 = T (φt, α) according to the transition operator.

With a Robbins-Monro sequence in which φ converges to a point estimate, T (·, ·) leaves a point mass
as its stationary distribution, and the samples {α} converge to the desired stationary distribution
p(α | y, φ̂). This insight is particularly useful for connecting to full Bayes (see next section).

We can also perform the conditional inference approximately rather than via MCMC. This provides
an approximate empirical Bayes in which the approximate posterior g(α) is iteratively refined until it
conditions on the true marginal mode. It is similar to variational EM as an approximate empirical
Bayes procedure, but the marginal mode is obtained exactly rather than a lower bound to the
marginal mode.

5.4. Full Bayesian inference

Following the above, we may want to incorporate uncertainty from estimation of the prior hyperpa-
rameters, as an approximation to or to exactly perform full Bayes. To do full Bayes, GMO enables
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us to leverage parallels between stochastic optimization and Markov chain Monte Carlo. Namely,
if the transition operator T (·, ·) uses a constant learning rate (Mandt et al., 2016) or adds addi-
tional noise according to stochastic dynamics (Welling and Teh, 2011), the stationary distribution
is Gaussian or the exact marginal posterior respectively; thus collecting both sets {φ, α} forms an
approximation to the full posterior p(φ, α | y). In practice, the more complex the stationary dis-
tribution, the longer GMO’s mixing time will be (ranging from a point mass being crude and the
fastest to stochastic dynamics being exact and the slowest).

Classic approaches construct confidence intervals based on bootstrapping the data set, and perform
Bayesian inference with priors estimated from data over many replications (Laird and Louis, 1987;
Carlin and Gelfand, 1990). These approaches are also applicable. However, due to the connection
of GMO’s stochastic optimization as a transition operator, we recommend the above which will be
faster and enable more accurate full posterior approximations.

Finally, we can also use GMO to initialize a full Bayesian inference algorithm. This is useful when
random initialization of MCMC is not feasible but it is for GMO, for example when a model has
strongly informative priors: a parameter may have a prior concentrated between -0.1 and +0.1, and
it can be a problem to use uniform inits on (-2,2) (which Stan does). We can initialize MCMC
using φ̂ obtained from the marginal optimization and using α̂ obtained by taking the mean of the
conditional approximation g(α); in the case of multiple chains, we use draws from g(α).

6. Experiments

We study the empirical behavior of GMO following our four stated criteria for algorithms: generality,
scalability, automation, and stability.

¶ Software for marginal optimization. Efficient implementations for particular classes of models
include (Kristensen et al., 2015), R-INLA (Rue et al., 2009), GPstuff (Vanhatalo et al., 2013), and
lme4 (Bates et al., 2015), which in different ways fit a normal to the conditional density p(α|φ, y)
and use this to approximate the integral (1). MCMCglmm (Hadfield, 2010)

6.1. Implementation details

We implemented GMO in both R and Python. It is available as the gmo R package in CRAN
(Tran and Gelman, 2016) and as part of Edward in PyPI (Tran et al., 2016a), a Python library for
probability modeling.5 See details of its implementation in Appendix A.

Similar to Stan, we randomly initialize with draws from a Uniform(−2, 2) prior on the unconstrained
space. We tune the constant scale factor using an adaptive grid search similar to ADVI.

To optimize for g(α) at each iteration, we apply warm starts (Friedman et al., 2010), i.e., initialize
using parameters of g(α) from the previous iteration. Because φ are only changing a little per
iteration, we suspect that the optimal parameters for g(α) will be very close to the parameters of
g(α) from the previous iteration; therefore optimization may be fast. ¶ “warm starts,” in which the
method is initialized with g(α) from the previous iteration (Friedman et al., 2010).

5Code is available at https://github.com/gelman/gmo and https://github.com/blei-lab/edward.
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x-axis | runtime
y-axis | marginal mode (or approximate posterior mean in empirical bayes case)

legend | different methods

Figure 4: Scalability. Runtime of various algorithms and their estimate of the marginal mode
on three sets of experiments:

x-axis | different parameters
y-axis | coverage based on estimates + 95% covariance estimates

legend | different methods including NUTS

Figure 5: Generality. Parameter estimates achieved from GMO and their coverage, for general
probability models: (a) IRT; (b) autoregressive.

The variance of the importance weights can be infinite. Do Pareto smoothed importance sampling
instead (Vehtari and Gelman, 2015). We can further improve these proposal distributions by avoid-
ing infinite variance (Ionides, 2008), and by using weighted quantiles rather than the mean and
variance.

It uses stochastic gradient descent with the same adaptive learning rate used for automatic differ-
entiation variational inference (advi).

6.2. Scalability

Figure 4

• bernoulli logit using the national board of examiners data; bayesian inference with priors esti-
mated from data + approximate GMO with data subsampling + compare to lme4, traditional
appraoches, inla, NUTS (on subset)

• bernoulli logit using the national board of examiners data + approximate GMO with data
subsampling + approximate GMO with streaming data + compare to lme4, traditional ap-
praoches, inla NUTS

6.3. Generality

Figure 5 We demonstrate how GMO performs beyond the class of hierarchical generalized linear
models.

• irt model with varying discrimination parameters + model that lme4 can’t fit + exact gmo +
compare to NUTS + survey data from andrew

• gp with nonlinear link function + model that lme can’t fit + compare to NUTS + can be on
simulations or something we find online?

• ordered logit using the stomach cancer mortality data + model that lme4 can’t fit + exact
gmo, approximate gmo + compare to ADVI, NUTS
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x-axis | one of GMO’s settings
y-axis | runtime or marginal mode, dependent on the setting

legend | different methods

Figure 6: Automation. Sensitivity of marginal optimization to GMO’s settings.

x-axis | different parameters
y-axis | coverage based on estimates + 95% covariance estimates

legend | different methods

Figure 7: Stability. (a) GMO is more stable in practice due to modeling, via priors on hyper-
parameters. In contrast, lmer can produce infinitesimally zero variance components as it converges
to a boundary value; MML in general will not be able to aovid this. (b) GMO is more stable in
practice due to computation, via stochastic gradients. The better local optima seen has been shown
that saddle points are not a problem (Delyon et al., 1999). see also andrew’s logistic regression
example in the tech report

6.4. Automation

Figure 6 There are a few tuning parameters in GMO, which we give defaults as explained in Sec-
tion 6.1. Here we analyze different settings of GMO to justify these defaults and also give rec-
ommendations that vary on the problem etting in practice. Specifically we look at how to specify
the conditional inference method, runtime of conditional inference method, number of draws for
stochastic gradient, number of inner iterations

6.5. Stability

Figure 7 We analyze the stability of GMO, in that it coverges to the correct solution with few
difficulties, and compare to other approaches.

We made other attempts at making GMO stable. we also note the stability gains due to stabilizing
the importance weights (Vehtari and Gelman, 2015).

7. Discussion

We developed gradient-based marginal optimization (GMO), a collection of methods based on
stochastic optimization with numerical estimates of the gradient. We recasted a number of classical
algorithms as a form of GMO, including EM, variance component estimation, restricted maximum
likelihood, and automatic relevance determination. This reformulation enables them to satisfy de-
mands that GMO in general satisfies, such as scaling to massive and streaming data, enabling
both parallel and asynchronous implementations, and how to solve a number of related inference
problems. GMO re-enables the viability of marginal optimization in a modern computational envi-
ronment.

There are several directions we believe is worth pursuing. First, it is well-known that naive im-
portance sampling, and hence the pseudo-marginal-like approach of GMO, may be impractical for
marginalizing out many parameters. ¶ [some note regarding experiments] Extensions and theoret-
ical analysis from pseudo-marginal MCMC algorithms (Doucet et al., 2015; Andrieu et al., 2015)
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will be useful for this scenario. Second, following the criteria for the “efficient frontier”, we believe
automating the runtime of the conditional inference method, and relatedly, developing principled
convergence diagnostics for stochastic optimization, will improve GMO’s employment in a general-
purpose inference engine such as Stan. Third, much work on the convergence of EM (Geyer, 1994;
Delyon et al., 1999) will be useful for analyzing GMO’s convergence properties.

Finally, although presented in Bayesian terms, we see GMO as an important contribution to other
statistical foundations. This arises most obviously in the application of maximizing marginal likeli-
hoods in frequentist statistics. Moreover, it will be important for re-popularizing foundations such
as fiducial inference and confidence distribution-based estimation, in which point estimation over
marginal distributions is the primary computational task, done over many replications.
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A. Software implementations of GMO

R implementation. GMO is available in the R package gmo on CRAN. It leverages Stan for
building hierarchical models, performing the conditional inference, and performing automatic dif-
ferentiation. GMO requires as input: the Stan program, a local version of the Stan program, and
data.

Typically a Stan program uses y in its data block and all parameters α and φ in its parameter
block. To implement GMO natively in Stan, the user must be able to specify which parameters to
optimize over, i.e., which ones are φ and one which ones are α. This is not currently possible with
Stan. We work around this by requiring two Stan programs, one with φ in its parameter block and
one with φ in its data block (we demonstrate an example in the next section). There are two sets
of functions GMO uses from Stan’s API:

1. g(α) ≈ p(α | y, φ): we run an inference algorithm (optimizing, vb, sampling) on the Stan
program with α in its parameter block and φ in its data block. We use samples αs ∼ g(α)
and its evaluations log g(αs) and log p(y, αs |φ).

2. ∇φ log p(y, α |φ) ∝ ∇φ log p(y, α, φ): we run grad_log_prob on the Stan program with φ and
α in its parameter block, and subset to the gradients with respect to φ.

To check convergence, we calculate the relative difference between two iterations based on the 2-norm
of the parameter values, function values, and gradient values. We check if any of these differences
is less than a relative tolerance threshold.

For data subsampling or streaming data, we instantiate the full_model object within the loop
of the algorithm, compiling the Stan model with a subset of the data. (Of course, this is very
impractical because compiling the stan model takes ages. But this is just to show how it can be
done.)

¶ Specific features:

• Conditional inference with (exact) GMO: “laplace” (Laplace with LBFGS)

• Conditional inference with approximate GMO: “laplace” (Laplace with LBFGS), “sampling”
(NUTS; but no custom initialization for early stopping; warm-up is done every time) “vb”
(but only initialization of means for early stopping, not sd; warm-up is done every time)

Note that MCMC and variational inference are not available in the exact case because several inputs
and outputs are unavailable from Stan’s algorithms. Specifically, Stan doesn’t output log density
evaluations on the original latent variable space, g(αs), which is necessary for the importance ratio.
Further, we cannot initialize all the parameters of the variational distribution for performing warm
starts, or perform Laplace with first-order gradients.

Python implementation. GMO is available in the Python library edward on PyPI, which is a
library for probabilistic modeling, inference, and criticism. It is implemented as a built-in algorithm
in Edward.

¶ Here is how we implemented it.

¶ Specific features:

• conditional inference with (exact and approximate) GMO: “laplace” (Laplace with gradient
descent), “vb”, “klpq”
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A.1. Examples of Stan programs

We show the code here.

B. Uncertainty estimates

Finite differences. Let ei = (0, . . . , 1, . . . , 0)> be the vector with 1 at index i and h = 10−5. The
finite difference calculation of the Hessian is

Hij(φ) = ∇φi [∇φj log p(y |φ)] ≈
∇φj log p(y |φ+ hei)−∇φj log p(y |φ− hei)

2h
,

where the gradient terms ∇φj log p(y |φ) are estimated using Monte Carlo as in Equation 5.

Derivation of Monte Carlo estimator.

Hij(φ) = ∇φi [∇φj log p(y |φ)] = ∇φi
∇φjp(y |φ)

p(y |φ)
=
p(y |φ)∇φi [∇φjp(y |φ)]−∇φjp(y |φ)∇φip(y |φ)

p(y |φ)2
.

p(y |φ) =

∫
p(y, α |φ) dα = Eg(α)

[p(y, α |φ)

g(α)

]
∇φjp(y |φ) =

∫
∇φjp(y, α | , φ) dα =

∫
∇φj log p(y, α |φ)p(y, α |φ) dα = Eg(α)

[
∇φj log p(y, α |φ)

p(y, α |φ)

g(α)

]
∇φi [∇φjp(y |φ)] =

∫
∇φi [∇φjp(y, α |φ)] dα

=

∫
∇φi [∇φj log p(y, α |φ)p(y, α |φ)] dα

=

∫
∇φi [∇φj log p(y, α |φ)]p(y, α |φ) +∇φj log p(y, α |φ)∇φip(y, α |φ) dα

=

∫
∇φi [∇φj log p(y, α |φ)]p(y, α |φ) +∇φj log p(y, α |φ)∇φi log p(y, α |φ)p(y, α |φ) dα

= Eg(α)
[
(∇φi [∇φj log p(y, α |φ)] +∇φj log p(y, α |φ)∇φi log p(y, α |φ))

p(y, α |φ)

g(α)

]
.

C. Details for the linear mixed effects model

This section outlines the derivations used in ??. Recall that the marginal posterior density is
proportional to

logN (y |Xβ,W) = −n
2

log 2π − 1

2
log |W| − 1

2
(y −Xβ)>W−1(y −Xβ),

where W = σ2In + ZΣθZ>.

By the generalized matrix determinant lemma, |A+UWV>| = |W−1+V>A−1U||W||A|. Then

|σ2In + ZΣθZ>| = |Σ−1θ + Z>
1

σ2
InZ||Σθ||σ2In| = [σ2]n|Σ−1θ +

1

σ2
Z>Z||Σθ|.
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Note by the parameterization Σθ = σ2ΛθΛ>θ , this is

[σ2]n| 1

σ2
[ΛθΛ>θ ]−1 +

1

σ2
Z>Z||σ2ΛθΛ>θ | = [σ2]n|[ΛθΛ>θ ]−1 + Z>Z||ΛθΛ>θ |.

By the Woodbury matrix identity, the inverse of the n× n matrix W is

[σ2In + ZΣθZ>]−1 =
1

σ2
In −

1

σ2
InZ(Σ−1θ + Z>

1

σ2
InZ)−1Z>

1

σ2
In

=
1

σ2
In −

1

σ4
Z(Σ−1θ +

1

σ2
Z>Z)−1Z>.

Note by the parameterization Σθ = σ2ΛθΛ>θ , this is

1

σ2
In −

1

σ4
Z(

1

σ2
[ΛθΛ>θ ]−1 +

1

σ2
Z>Z)−1Z> =

1

σ2
(In − Z([ΛθΛ>θ ]−1 + Z>Z)−1Z>).

Therefore the marginal density simplifies to

logN (y |Xβ,W) = −n
2

log 2π − n

2
log σ2 − 1

2
log |[ΛθΛ>θ ]−1 + Z>Z||ΛθΛ>θ |

− 1

2

1

σ2
(y −Xβ)>(In − Z([ΛθΛ>θ ]−1 + Z>Z)−1Z>)(y −Xβ).

We use this explicit formulation to derive gradients with respect to σ2 and θ.

C.1. Gradients

The gradients are

∇β logN (y |Xβ,W) = −2X>[−1

2
W−1(y −Xβ)]

= X>W−1(y −Xβ)

∇σ2 logN (y |Xβ,W) = −n
2

1

σ2
+

1

2

1

σ4
(y −Xβ)>(In − Z([ΛθΛ>θ ]−1 + Z>Z)−1Z>)(y −Xβ).

The next one is a little messy. Here’s some new notation. Let ri = yi−Xiβ, V = In+ZΛθΛ>θ Z> =
1
σ2 W. For variance component θj , its gradient is

∇θj
logN (y |Xβ,W) = ∇θ[−n

2
log 2π − 1

2
log |σ2V| − 1

2
σ2

n∑
i=1

r>i V−1i ri]

= −1

2
tr[V−1i ∇θj

Vi] +
1

2
σ2r>i V−1i [∇θj

Vi]V
−1
i ri.

C.2. Analytic solutions for the maximizer

To get the weighted least squares in β see main text, which can be obtained by Fisher scoring or
simply setting ∇β· = 0. Bates et al. (2015) take an approach equivalent to this, where the least
squares solution is on the augmented space. Setting ∇σ2 · = 0 (the β case is in main text), we see
that the closed form solution given β and θ is

σ2 =
1

n
(y −Xβ)>(In − Z([ΛθΛ>θ ]−1 + Z>Z)−1Z>)(y −Xβ),

which is the weighted residual sum of squares (weighted by 1
σ2 W) divided by n.
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C.3. Computational and storage complexity

In the following, we write the complexities in general where n, p, q > 1. But recall typically n > p >
q, and certainly there are hard constraints such as n > p to enforce non-singularity. n is the number
of data points; p is the dimension of fixed effects; q is the dimension of random effects.

Complexity of IRLS. Recall from Equations ...

θt+1 = θt + ρtTODO,

βt+1 = (X>W−1X)−1X>W−1y.

σ2t+1 =
1

n
(y −Xβt)

>(In − Z([ΛθtΛ
>
θt

]−1 + Z>Z)−1Z>)(y −Xβt).

Computation is O(np2 + npq + nq2 + p3 + p2q + q3). Consider

X>W−1X =
1

σ2
X>X− 1

σ4
X>Z(Σ−1θ +

1

σ2
Z>Z)−1Z>X.

It is O(np2) because of X>X; it is O(npq) because of X>Z and Z>X; it is O(nq2) because of Z>Z;
it is O(p2q) because the product eventually reduces to a p × q matrix times a q × p matrix; it is
O(q3) because of the matrix inverse within the expression. Finally, there is O(p3) due to the inverse
of this matrix output.

¶ Storage.

Complexity of gradient descent. Recall from Equations ...

θt+1 = θt + ρtTODO,

βt+1 = βt + ρtX
>W−1(y −Xβt),

σ2t+1 = σ2t + ρt

(
− n

2

1

σ2t
+

1

2

1

σ4t
(y −Xβt)

>(In − Z([ΛθtΛ
>
θt

]−1 + Z>Z)−1Z>)(y −Xβt)
)
.

Computation is O(npq + nq2 + q3). Consider

X>W−1Xβt =
1

σ2
X>Xβt −

1

σ4
X>Z(Σ−1θ +

1

σ2
Z>Z)−1Z>Xβt.

Following the same reasoning above, it is O(npq) because of X>Z; it is O(n2) because of Z>Z;
it is O(q3) because of the matrix inverse within the expression. Note we never have to compute
XX> explicitly, as we first deal with matrix-vector products Xβt; thus it avoids some of the other
complexities.

¶ Storage.

C.4. Speeding up computation with memoization and sparsity

¶ this should be mentioned in the main text

Memoization. Both procedures benefit greatly from memoization. We can memoize costs by
computing X>X, X>Z, Z>Z, Z>y only once and storing the output. For IRLS, this reduces to
an upfront operation of O(np2 + npq + nq2) and a memoized operation of O(p3 + p2q + q3) on
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future iterations; for gradient descent, this is an upfront operation of O(npq+nq2) and a memoized
operation of O(np+ q3) (note the O(np) due to Xβt).

Although IRLS’ memoized operation no longer scales with n, the upfront cost of O(np2) can still
be prohibitively slow: it can take longer time than for an iterative algorithm which avoids the
computation altogether to converge. Unlike IRLS, after the upfront cost gradient descent still has
a memoized operation that scales with n. This is fine because it can take many steps before IRLS
finishes its O(np2) operation, especially if n and p are very large but q is very small. Further, with
stochastic gradient descent with data subsampling, the iterative algorithm avoids any scaling of n
altogether.

¶ Sparsity. Cholesky factors and sparse storage of certain products are useful. They can make
certain matrix multiplications faster than their worst-case scenario as written via complexity re-
quirements. See Bates et al. (2015, Section 3.7).

D. Approximate GMO

log p(y |φ) = log

∫
p(y, α |φ) dα = log

∫
g(α)

p(y, α |φ)

g(α)
dα

≥
∫
g(α) log

p(y, α |φ)

g(α)
dα = Eg(α)[log p(y, α |φ)− log g(α)]

E. Optimization on the log-scale or original scale

gradient-based marginal optimization (gmo) as presented in Section 2 uses gradients of the log
marginal likelihood, ∇φ log p(y |φ). Consider gradients on the original scale instead:

∇φp(y |φ) = ∇φEg(α)
[p(y, α |φ)

g(α)

]
= Eg(α)

[
∇φ log p(y, α |φ)

p(y, α |φ)

g(α)

]
≈ 1

S

S∑
s=1

U(φ, αs)r(αs),

where αs ∼ g(α). This is an unbiased estimate of the gradient. By stochastic approximation
theory (Robbins and Monro, 1951), these unbiased stochastic gradients guarantee the optimization
procedure to converge to an optima of the marginal likelihood.

In contrast, the stochastic gradient in Equation 5 is biased but consistent (Owen, 2013, Chapter
2.7). Note that this is an artifact of the well-known Monte Carlo property that standard importance
sampling provides an unbiased and consistent estimate, and importance sampling with renormalized
weights provides a biased but consistent estimate (the only difference between the two stochastic
gradients is whether the importance ratios r(αs) are normalized). In practice, of course, optimization
on the original scale is more numerically unstable than optimization on the log scale; therefore we
don’t use it.

F. ∇φiφ−i(φi)

¶ See tech report for how to calculate ∇φiφ−i(φi).
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G. Deterministic GMO
DT: Not sure
where to place this
section.

It may be desirable to use deterministic methods for stability. There are two natural approaches to
obtaining deterministic gradients (at the cost of accuracy):

1. Fix the random variates used in importance sampling at each iteration.

2. Fix the approximation above such that the expectation is analytically tractable.

3. Hierarchical GLMs: Approximate the link function such that the integration is analytically
tractable. (see that section)

1. For example, if the conditional approximation for use in importance sampling is normally distri-
bution, then simulate and fix εs ∼ N (0, I) for s = 1, . . . , S. Then perform location-scale transforms
α = µ + σε. This applies generally to reparameterizable distributions. Note that one can also
fix the random variates according to a fixed point set as in quasi-Monte Carlo methods; unlike
typical applications, the desirable criteria of applying quasi-Monte Carlo in this setting is in fact its
deterministic nature.

2. Consider variational GMO with a Laplace approximation to obtain g(α) ≈ p(α | y, φ). Because
g(α |φ) is normal, we can avoid stochastic gradients altogether as the expectation is analytically
tractable: let

log g(α, φ) = log p(α̂(φ), φ | y)− 1

2
(α− α̂(φ))>Vα(φ)−1(α− α̂(φ)),

which implies

g(φ) =

∫
g(α, φ) dα = |Vα(φ)|1/2p(α̂(φ), φ | y).

g(φ) acts as an approximation to the marginal posterior density p(φ | y).

1. Start with a initial value of φ.

2. Loop until convergence of φ:

(a) Apply Laplace approximation to get g(α) = N (α | α̂(φ), Vα(φ)) ≈ p(α | y, φ).

(b) Update φ with the deterministic gradient

∇φ log g(φ) = ∇φ log |Vα(φ)|1/2 +∇φ log p(y | α̂(φ), φ),

H. lme4’s algorithm

Written for my understanding and sanity. Some existing but sparse references are Bates et al. (2015)
for lmer, Bates (2014) for nlmer, and Bates (2010) for glmer/nlmer.

The data consists of a n×(p+q) design matrix—partitioned into a n×p matrix X and n×q matrix
Z—and an n-dimensional response vector y. The linear mixed effects model is

Y|B = b,β, σ2 ∼ N (Xβ + Zb, σ2I), (9)
B|θ ∼ N (0,Σθ), (10)
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where β is a p-dimensional parameter vector, B is a q-dimensional vector of random effects whose
value we are fixing at b, and the prior distribution on B is multivariate normal with mean zero and
q × q covariance matrix Σθ.6 Σ is parameterized as

Σθ = σ2ΛθΛ>θ , (11)

The parameters of the model are the coefficients β, the residual variance parameter σ, and the
variance components θ of the random effects. We can reparameterize it

U ∼ N (0, σ2Iq), B = ΛθU , (12)

Let the linear predictor be
η = Xβ + ZΛθu

The specific densities are

p(y|u,θ,β, σ2) =
1

(2πσ2)n/2
exp

[
−‖y − η‖2

2σ2

]

p(u) =
1

(2πσ2)q/2
exp

[
−‖u‖2

2σ2

]
p(θ,β, σ2) ∝ 1

Jointly, this is

p(y,u,θ,β, σ2) =
1

(2πσ2)(n+q)/2
exp

[
−‖y − η‖2 − ‖u‖2

2σ2

]
, (13)

with marginal posterior

p(θ,β, σ2|y) =

∫
p(θ,β, σ2,u|y) du, (14)

Define the solution to penalized least squares

r2(θ) = min
β,u
‖y − η‖2 + ‖u‖2

We can rewrite

‖y − η‖2 + ‖u‖2 = r2(θ) +
∥∥∥L>θ (u− η) + RZX(β − β̂θ)

∥∥∥2 +
∥∥∥RX(β − β̂θ)

∥∥∥2 , (15)

where RX and RZX are certain Cholesky factors obtained from the solution of the penalized least
squares.

This reduces as follows:

p(θ,β, σ2|y) =
1

(2πσ2)(n+q)/2
exp

−r2(θ)−
∥∥∥RX(β − β̂θ)

∥∥∥2
2σ2


∫

exp

−
∥∥∥L>θ (u− η) + RZX(β − β̂θ)

∥∥∥2
2σ2

 du,
(16)

6 For simplicity, we omit an optional vector of known prior offset terms o and a diagonal matrix of known prior
weights W, which forms Y|B = b ∼ N (Xβ + Zb+ o, σ2W−1).
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Consider a change of variables,

v = L>θ (u− η) + RZX(β − β̂θ), dv = |Lθ|du (17)

Therefore we are able to write the integral as

p(θ,β, σ2|y) =
1

(2πσ2)(n+q)/2
exp

−r2(θ)−
∥∥∥RX(β − β̂θ)

∥∥∥2
2σ2

∫ exp

[
−‖v‖2

2σ2

]
|Lθ|−1dv,

(18)
This is the integral of a normal density, so

p(θ,β, σ2|y) =
|Lθ|−1

(2πσ2)n/2
exp

−r2(θ)−
∥∥∥RX(β − β̂θ)

∥∥∥2
2σ2

 . (19)

Thus the E-step is equivalent to IRLS. The M-step is simple: to maximize each, one can show that
β and σ2 have analytic solutions, β = β̂θ σ

2 = r2(θ)/n; θ is calculated by numerical optimization
given these two other estimated quantities. TODO mention

this model in the
context of its expo-
nential family form,
c.f., 4.3

The estimation of the fixed effects portions, β and σ2, are a combination of E and M-steps which
is precisely IRLS as described by Dempster et al. (1977). The additional estimation of the variance
components of the random effects is slightly more complicated than Dempster et al. (1977, Section
4.3) because in that case there was no additional normal likelihood. But in the use of the expected
sufficient statistics in the E-step, the M-step involves numerical optimization. GMO’s breakthrough
here is on the hypothesis that computing all expected sufficient statistics, which is quadratic in the
data set size can be computationally prohibitive at each iteration of an algorithm.

I. Rao-Blackwellization derivations for lower variance gradients

¶ (Casella and Robert, 1996) We Rao-Blackwellize the stochastic gradients, reducing the variance
by taking Markov blankets with respect to each hyperparameter φi. Let φi denote the ith ele-
ment of φ, and φ−i denote all other elements. Let p(α |φ) = p(α(i) |φ)p(α(−i) |φ−i), where α(i)

denote the elements of α whose distribution depends on φi, and α(−i) the rest. Let p(y |α, φ) =
p(y(i) |α(i), φ)p(y(−i) |α(−i), φ−i), where y(i) denote the elements of y whose distribution depends on
α(i) or φi.

Then
p(y, α |φ) = p(y(i), α(i) |φ)p(y(−i), α(−i) |φ−i),

where the first term is the portion of the joint density which depends on φi.
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Then we can use stochastic gradients following the equation

∇φi log p(y |φ) =
Eg(α)

[
∇φi log p(y, α |φ)p(y,α |φ)g(α)

]
Eg(α)[

p(y,α |φ)
g(α) ]

=
Eg(α)

[
[∇φi log p(i)(y, α |φ) +∇φi log p(−i)(y, α |φ)]

p(i)(y,α |φ)p(−i)(y,α |φ)
g(α(i))g(α(−i))

]
Eg(α)[

p(i)(y,α |φ)p(−i)(y,α |φ)
g(α(i))g(α(−i))

]

=
Eg(α(i))

[
∇φi log p(i)(y, α |φ)

p(i)(y,α |φ)
g(α(i))

]
Eg(α(i))[

p(i)(y,α |φ)
g(α(i))

]

Eg(α(−i))

[
p(−i)(y,α |φ)
g(α(−i))

]
Eg(α(−i))

[
p(−i)(y,α |φ)
g(α(−i))

]
=

Eg(α(i))

[
∇φi log p(i)(y, α |φ)

p(i)(y,α |φ)
g(α(i))

]
Eg(α(i))[

p(i)(y,α |φ)
g(α(i))

]
.

This exhibits lower variance than stochastic gradients prescribed in ??, as it avoids additional noise
from Eg(α(−i))[r(α(−i))], which estimates terms that do not depend on φi.

Analogously, we define the Rao-Blackwellized potential and importance ratios as U(φ, α(i)) =
∇φi log p(i)(y, α |φ) and r(α(i)) = p(i)(y, α |φ)/g(α(i)). To calculate these gradients for each φi,
we draw S samples αs. Then for each gradient, we calculate

∇φi log p(y |φ) ≈
1
S

∑S
s=1 U(φ, αs(i))r(α

s
(i))

1
S

∑S
s=1 r(α

s
(i))

. (20)
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